JEPA as a Neural Tokenizer:
Learning Robust Speech Representations with Density Adaptive

Attention

Hybrid discrete—continuous speech codec at 2.5 Hz

We propose a two-stage self-supervised framework that turns a Joint-Embedding

Predictive Architecture (JEPA) into a neural tokenizer for speech.

Stage 1 trains

a JEPA encoder with Density Adaptive Attention Mechanisms (DAAM) to predict
masked latent representations. Stage 2 introduces Finite Scalar Quantization (FSQ)
with mixed-radix packing and a HiFi-GAN decoder to reconstruct waveform from

discrete tokens.

JEPA +4 DAAM: self-supervised masked latent prediction with density-

adaptive gates.

FSQ + mixed-radix: fixed scalar quantization and reversible packing into

integer tokens.

HiFi-GAN decoder: adversarial spectral reconstruction at 24 kHz.

Token rate: 47.5 tokens/sec at 2.5 Hz frame rate.

Why JEPA for speech?

Standard neural codecs couple representation learning and waveform reconstruction,
forcing the encoder to optimize for sample-level loss instead of semantics. JEPA

separates concerns:

Stage 1: encoder + predictor learn to predict masked latent representations.

Stage 2: a separate decoder learns to map frozen (or lightly finetuned) repre-

sentations to waveform.

Benefits:
semantically meaningful speech features,

reusable encoder for TTS, VC, ASR,

scalable to large unlabeled corpora.

High-level pipeline

Stage 1: JEPA Pretraining

Input Waveform MSE Loss

F | ] ]
I z_predicted
________ -
Backprop |
z_target
Target b
Encoder |

Masking Binary
Strategy Mask

Fig. 1. JEPA masked-prediction pipeline with online encoder, EMA target encoder, and block

masking. Loss is MSE on masked regions only.

Stage 1: JEPA + Density Adaptive
Attention

Self-supervised masked prediction in latent space

Block masking. For latent sequence length T, we mask 50%
of time steps with contiguous spans:

mask ratio p = 0.5,
span length sampled in [2, T /4] frames,
encourages learning long-range structure rather than local

noise.
JEPA loss. Given masked set M:
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with stop-gradient on the target encoder. No waveform loss is
used in Stage 1.

Density Adaptive Attention (DAAM).
Project temporal features to a 1-D channel.
Fit a learnable mixture of K Gaussians over time.
Convert mixture log-density into a gate G; € (0, 1].
Modulate features: y; = x¢ - (1 + a.Gy) with small «.

DAAM highlights statistically salient frames (e.g., transitions,
onsets) instead of purely correlated ones.
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Fig. 2. JEPA encoder: strided Fig. 3. Predictor network: masked

Final Representation z

Conv1D stack with DAAM gates. latent prediction.

Benchmark vs neural codecs

Model Frame rate (Hz) Tokens/s Notes
JEPA+FSQ (ours) 2.5 47.5 24 kHz, mixed-radix
U-Codec 5.0 50.0  ultra-low LLM-TTS
Mimi 12.5 200 semantic distill.
DualCodec 12.5-25 125-250 dual-stream
EnCodec-24k 75 300 13.3 ms frames
SoundStream-24k 75 300 learned codec
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Stage 2: FSQ tokens + HiFi-GAN
decoder

Neural tokenizer at 47.5 tokens/sec

FSQ quantization.

Apply tanh to encoder features then quantize each of 128
dims to 4 scalar levels.

No learned codebook; gradients use straight-through
estimator.

Mixed-radix packing.
Group G =7 FSQ indices with radix 4 into a single integer
token:

G . G
token = ¥ i I
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128 dims = 19 groups = 19 tokens per 2.5 Hz frame.
Token rate: 2.5 x 19 = 47.5 tokens/sec @ 24 kHz.

HiFi-GAN decoder.

Transposed-Conv1D stack (stride product 9600) inverts
encoder downsampling.

Multi-receptive-field residual blocks with Snake activations.
Loss: L1 4+ multi-resolution STFT + GAN (MPD + MSD)

with feature matching.
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Model size & efficiency

Component Params Trainable
Stage 1 online encoder 121.7M yes
Target encoder (EMA) 118.5M EMA only
Predictor 3.2M yes
Stage 1 total 240.2M 121.7M
Stage 2 encoder 240.2M yes / finetune
FSQ quantizer 0.01M yes
HiFi-GAN decoder 69.2M yes
Stage 2 total 309.5M 191.0M
Inference (encoder+dec.) 191.0M —




